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INTRODUCTION

Data farming refers to using high performance
computation to grow data. The harvested data can
then be analyzed using data mining or other statistical
techniques. The idea binding these together is that
what you reap from the data you grow depends on
how effectively you design your experiments.

The data farming approach treats a model or
simulation as a “black box”, applying principles of
Design of Experiments to explore the space of input
parameter values, in order to discover interesting
insights about the impact of inputs on the model’s
outputs. One main goal is to isolate cause and effect, in
order to learn, for example, which inputs most
critically drive output, where interesting threshold
values occur over these inputs, etc. An efficient,
flexible design which is often used is the Nearly
Orthogonal Latin Hypercube (NOLH), which can
efficiently and effectively cover an input space with
design points, while maintaining near-orthogonality
between input factors. Near-orthogonality is desirable
because this enhances the performance of several
statistical procedures, for example, multiple linear
regression. In essence, it is easier to discern cause and

effect when factors are uncorrelated with each other.
The methodology is on the same solid ground that
scientific experimentation and statistics is, and its
treatment of a simulation as a black box is what makes
it general.

The data farming process is designed to work with
any model or simulation, be it a simple spreadsheet
model, a discrete-event process-flow simulation, or a
multi-agent simulation of combat. When data farming
a multi-agent simulation of combat, in which the
agents are considered “light” (meaning relatively
simple or reactive), a technique called Strategic Data
Farming can supplement the Data Farming process.
When the agents are light, they lack the internal ability
to perform more complicated functions such as
planning and reasoning, and Strategic Data Farming
can provide this capability.

In the area of irregular warfare, complex adaptive
system simulations are often used. When running
these types of simulations, a main goal of the user is
often to test military strategies and deployments
known as Concept of Operations (CONOPS). As one
application of data farming, the US Department of
Defense has employed this technique to discover
which inputs to a CONOPS help achieve the desired
goals of that CONOPS and which ones fail these goals.
Strategic Data Farming (SDF), first used in the
Commander’s Behavior Module of the JWARS (JAS)
joint warfare simulation in 2000, strives to optimize
this process [1]. SDF focuses on those portions of the
decision-action parameter space best suited to
achieving a specified set of operational goals. Towards
that end, SDF considers not only the set of available
“moves” in a simulation, but also the logical, physical,
and operational constraints of the CONOPS within
which Course of Action (COA) planning is being
performed. It is important to note, however, that the
“input space” of data farming may not solely consist
of decision-action related parameters, but may also
include any other input that can be handled by the
simulation, such as scenario initial conditions, or any
function of those input parameters.

In almost all military simulations, the CONOPS to
be tested are in the mind of the people that write a
script. Even when there is a wargame that is played
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out, it is played by stopping the simulation, changing
the script at the point corresponding to the current
move, and starting it up again. Inputs of the
simulation include what to deploy, but the strategies
to deploy are in the mind of the script writer,
strategies that inform the simulation where to make
the deployments, and how to react to the enemy’s last
move and the situation on the ground.

Accordingly, when the application being data
farmed includes light, reactive agents, and when the
input space to be farmed over consists of decision-
action parameters related to CONOPS, it is important
for the data farming process to be able to consider the
constraints of the CONOPS, rather than attempting to
farm over all possible parameters. Given the
combinatorial complexity of the moves and
countermoves that the sides could take, exploring the
entire space (even with efficient designs) is usually
prohibitive. Even with designs as efficient as the
NOLH, if the space to be explored includes all possible
scripts, or all possible moves in sequence, there is still
a limit on how much of the input space can be
explored in a reasonable amount of time. Also, the
design for the experiment may not include the Course
of Action (COA) sequences in scripts that achieve
goals within acceptable levels.

One may say that the solution to this is to include
the COAs in the simulations, so that they may be run.
However, the issue is more fundamental; it is in the
assumption that the simulation input parameters
contain the causal factors appropriate for
experimentation. This is an issue not only when one
considers the moves and countermoves of irregular
warfare, but almost any aspect of CONOPS, whether
irregular or conventional.

For example, the input parameters to a simulation
may include visibility and boat speed. They are not
selected as parameters because they are the perfect
ones for orthogonal scientific experiments; rather, they
are parameters because they are convenient to the
analyst, because they express the scenario in the
ontology that the analyst thinks in. However, it may
be true that the analyst does not put in most
combinations of parameters because they are not
feasible. For example, the analyst may know that
when visibility is low, then the boat is never run
quickly. It is quite possible that the input must be
correlated to be feasible: that is, to only include runs
where, when visibility is low, the speed of a boat is
low. See Figure 1 for an illustrative example of what
may constitute a feasible region for two factors.
However, designs like NOLH, which strive to attain
good space-filling and orthogonality properties,

typically do not take into account constraints across
the input space, and may attempt to generate design
points inside what would be considered by SMEs to be
the infeasible region. Though practitioners of Data
Farming do attempt to ensure that infeasible regions
are not explored, Strategic Data Farming provides a
systematic and effective method for uncovering where
the infeasible regions are. This again assumes that the
domain of a data farming experiment consists of
decision-action CONOPS-related parameters.

¥

Blue-Cordon&Search-Freq

Red-SuicideBomber-Freq

Figure 1. Example of Feasible vs. Infeasible
Region. In this example, the region contained within
the blue line represents feasible scenarios, illustrating
that, when there is a high frequency of red suicide
bombers, there is never a low frequency of blue
cordon and search.

It is not practical to ask that military simulations
only have input values that are collectively within
feasible regions, because it would result in input
parameters that were less clear to the analyst and
significantly harder to specify. Although it may make
a simulation more applicable for analysis, it would
make it less intuitive and thus less applicable for
human in the loop exercises such as training. Nor
should we ask that a simulation only act in a realistic
manner when a region parameter set is infeasible,
because such a requirement would be a tremendous
waste of resources. For example, one way to reach an
objective quickly may be to fly an airplane through a
mountain to get there. Of course, this is not feasible,
and the reason that this “bug” may exist in a
simulation is that no one ever thought to input the
case to fly the simulation through the mountain.
However, it still may be a waste of resources to make
the simulation have fidelity to this case that a human
being would never put in, by making the airplane
crash when it hits the mountain. Without capturing
the analyst’s knowledge of feasibility, much of the
computational time is wasted on moves that an expert
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would never put in anyway. It makes more sense to
accredit a simulation for a set of moves for a particular
application and operational context.

Another challenge in data farming is that of
understanding causal chains that arise dynamically
within the simulation, as it plays out over the course of
a scenario. Implicit in data farming is the idea of
emergence, that the state space is nonlinear and
unknowable before hand, and should be fully
generated and “farmed” in order to be understood.
However, if the process only analyzes the relationship
between model inputs and their outputs, this would
not take into account coevolution in a true complex
adaptive system simulation whereby phenomena
generate each other endogenously. In fact, one might
argue that a true complex adaptive simulation would
ideally be a primordial soup in which the only
parameter was a random number generator seed, in
which many different path dependent patterns could
form. Strategic Data Farming offers a way to
systematically explore coevolving decision-action
paths as a simulation scenario plays out.

ADDRESSING THE CHALLENGES OF
COA OPTIMIZATION

A key technology for addressing the challenge of
COA optimization is that of ontologies, or “ways of
categorizing things”. In particular, it is necessary to
translate from an ontology that is appropriate for
human-in-the-loop runs of a simulation, to one that is
appropriate for analysis. While the target ontology is
not necessarily convenient or understandable to a
trainee, analyst or wargamer, it is optimized for data
farming simulations, that is, running them with
statistically significant results that tease out cause.

STRATEGIC DATA FARMING

Strategic Data Farming (SDF) uses combinatorial
game tree techniques to play out an irregular warfare
(IW) simulation of opposing forces. Strategic data
farming exposes the path of moves that can achieve
player objectives in a simulation. These paths are
useful for validation, to ensure that the ways to win in
the simulation are the ways to win in the real world,
and that the ways to lose in the real world also lose in
the simulation. Once the model is validated, strategic
data farming can be used to test CONOPS when both
sides are responsive to each other and to the social
environment. This is a more realistic test than
analytical data farming of military simulations using a
script that does not change when other parameters of
the simulation do, Figure 2. This statement assumes
that the simulation contains relatively “light” or
reactive agents (so they cannot supply this

functionality themselves), and that the domain of a
data farming experiment consists of decision-action
CONOPS-related parameters. Also note that we have
chosen to give the name “Analytical Data Farming” to
what we previously referred to as “Data Farming”. We
do this to suggest that perhaps both Analytical Data
Farming and Strategic Data Farming are examples of a
more general Data Farming process — whose goal is to
explore a space in search of insights.

Data Farming

Analytical
Data Farming

Strategic
Data Farming

Figure 2. Analytical and strategic data farming.

Strategic data farming inserts more realism into
the moves and countermoves of irregular warfare,
because it applies multiple objectives, doctrine,
cultural rules, strategies, points of view, perceptions
and situational awareness to the particular scenario to
compute each player’s optimal actions. It includes
what one side perceives as the other side’s
understanding of the situation, something which is
necessary for deception in Information Operations.
Strategic Data Farming simulates metacognition,
which is one agent’s model of what another agent is
thinking, a prerequisite to the ability to carry on a
deception.

Strategic data farming can convert a simulation
that uses exogenous scripts or human in the loop war
games to determine moves into an agent based
simulation with endogenous moves. It can even
replace agents in an intelligent agent simulation in
order to compare an optimization of their behavior
according to goals to their actual behavior. SDF can
often play the simulation itself better than wargamers,
thus saving resources when the object of the game is to
find out the moves that would make the simulation
win and lose in particular circumstances. Strategic
Data Farming represents CONOPS in an ontology
outside of simulations, and so it can model how they
play out in different simulations, for a more thorough
analysis.

THE STRATEGIC DATA FARMING
ALGORITHM

In data farming, many entire simulation cases are
run with different parameter values, to see what
happens with a static script (assuming that the agents
in the simulation are “light”) in different situations. In
strategic data farming, for each set of parameter
values, the simulation is run for, the moves that would
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have been in a script change according to what
achieves the agent’s objectives. This is done by treating
the simulation as a black box, with the caveat that it
must support the following three capabilities: (1)
indicators that measure how far agents are from their
goals at specific time intervals, (2) a way to save and
precisely restore the simulation state
(checkpoint/restart), and (3) a way to make moves.
Player strategies, and players’ perceptions of other
players’ strategies, are defined in advance. A strategy
definition consists of:

« Decision points. Conditions under which a
change of CONOPS is to be considered

e Branches and sequels. Doctrinal guidelines
that constrain and define possible moves.

= (Goal states. Ultimate objectives.

e Subgoal states. Proximate short term

objectives

« Indicators. Measures of whether the
simulation is in a decision point or goal state and to
what degree.

All of these are part of the military decision
making process that are expressed in an ontology
outside of the simulation.

A “ground truth” simulation is maintained that
represents reality as opposed to any particular player’s
view of reality. When a player’s decision point has
fired, and it is time for a player to choose between
doctrinal moves, the simulation is run ahead from the
point of view of the decider, and his idea of the other
players points of views, as the decider’'s look
ahead/mental model of what might happen. If
perception and deception are not modeled, only one
model is needed. Then, when one of the decision
points that the decider has or thinks that the other
players have, is reached in the mental model, branch
the simulation out according to the top n moves of that
player’s strategy. Other player’s moves are translated
back to the decider’s simulation, which represents his
own ground truth. This is done until a certain number
of decision points have been reached, and then judge
each separate simulation by the decider’s idea of the
other player’s goals. The score of the simulation is sent
back up the mental model tree, the decider assuming
each player picks the action that leads to the most
favored condition later on. The decider picks his next
move with the assumption that each player is
optimizing its goal at every decision point. All players
decide their next moves in the same manner, and then
the ground truth simulation advances to the next
decision point.

Figure 3 illustrates a small portion of a game tree
in which blue looks ahead for 6 decision points.
Ratings are shown for each simulation state from the
bottom of the tree, which is not shown.

= Actual Simulation Run. ﬁ
J/» « Blue Cognition during game. _r
{260, 250, 210, 300, 190}
{120, 180, 150, 175, 140}
{90, 170, 145, 160, 130}
{90, 110, 100, 115, 120} (]

{120,100, 150, 175, 180}

{185, 130, 155, 180, 100}

Figure 3. One decision point is reached in a
simulation, causing blue to think out six decision
points and choose based on the idea that each side
would choose their best according to their CONOPS.

There can be several decision points for the same
side sequentially. If alternating moves are needed for
optimization, than two blue decision points in a row
can be replaced with one that has more moves,
ignoring the time factor. Optimization is what gives
this technique a computational advantage: there are
pruning techniques, such as alpha-beta, that can still
be used to limit about half the number of moves that
need to be looked into, without changing the result. A
way to further improve on the search is to use A*-
search [3]. Further, a CONOPS with branches and
sequels that are conditional on decision points
eliminates consideration of moves that are not
doctrinal or sufficiently uncommon to be treated as
irrelevant. Figure 4 shows the computational
advantage of removing a third of possible moves from
consideration. For this simplistic tree with a depth of
two decision points, it reduces the feasibility region by
33%, but if the tree were 20 decision points deep,
eliminating a third of the possible moves would
reduce the feasibility region by 98%.
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Green Goals
Separate Tribe J from the
insurgency.
Improve Tribe J sentiment toward
green.

Red Goals
Improve Tribe J sentiment toward
insurgency.
Separate Tribe J from green.

Green Move
1. Disrupt alliance between tribe J

- SDF helps narrow the state space,
sometimes substantially:

and tribe D. n=2 n=20
2. Conduct Civil Affairs.

onduct Civil Affairs 654 :,\R:O.GGID:O.OIG
Red Move

i —R-066"
3. Make tribe O, a green ally, appear |Remainder = R =066
to harm tribe J.
4. Make green appear to harm tribe
J.

+ N is the depth of the tree

« Forthis case, SDF reduces
approximately 98% of the “feasible
region.”

Figure 4. Red does not consider a third of all
possible moves that are not within its CONOPS,
reducing the regions to be considered substantially,
depending on the depth of the tree.

In stochastic simulations, this should be done
multiple times to decide the likely best move, and with
different initial conditions. In this way, the input
parameters of the simulation other than the CONOPS
are selected by the data farming method, but the
moves are selected by the strategic data farming
method. Variation is directly on the CONOPS, which
makes sense given that testing CONOPS is the central
mission of analysis, and that CONOPS are something
that is sensitive to the environment and the enemy,
while scripts are not. Technically, a program could be
written that could generate and test every possible
script all the way to the end of the game, and choosing
amongst these scripts evenly would be the equivalent
of data farming. Since it is extremely unlikely that any
of these runs will represent games in which both sides
are optimizing a goal, it is better to choose our focus of
computation with plausible assumptions, such as both
sides are trying to win, representing the CONOPS that
we are supposed to be testing, and varying that.
Figure 5 illustrates a Strategic Data Farming design of
experiment that is done in the ontology of the military
decision making process and then converted to the
ontology of the input of the simulation. This is an
example of Data farming being used as a wrapper
around the Strategic Data Farming process.

DF
DOE Qutput
Input Conditions SDF “Best” Next Moves

Goals —_—> k
Threshold Values Sequence of Actions

Figure 5. A Design of Experiments is done on a
move ontology of the Military Decision Making
Process, and other parameters, and then an SDF

wrapper subscribes to indicators that tell what input
moves to make, according to the present CONOPS
being tested, as the simulation unfolds dynamically.

EXAMPLE INFORMATION OPERATIONS
SCENARIO, BASED ON THE AFRICA
STUDY ANALYTICAL BASELINE

Figure 6 illustrates an example run on the Nexus
Schema Learner Applet, a part of the OSD’s Nexus
Schema Learner Information Operations Simulation
used in the Africa Analytic Baseline Study. Nexus
models inter-group support levels using Cognitive
Dissonance theory. A “group mind” for each group is
represented, that computes support levels based on
past historical events, ideology, and support network.
Tribe names used are fictitious. Our measurement of
the solidity of an alliance is by running out the Nexus
Schema applet 10 times. If in every case, a group mind
running is positive about another group, then the
alliance is solid. If half the time they are for the group
and half of the time they are against the group, then
the alliance is tippable.

G: 0.57
R: 1.0

GE: ((1-R)*G)/2 = 0.28
RE: 1-GE = 0.72

Start

Green Action

Red
Reaction RE: .35 RE:.65  RE:.75 RE:.5
Green Goals Green Move
Separate Tribe J from the 1. Disruptalliance between tribe J
insurgency. and tribe D.
Improve Tribe J sentiment toward 2. Conduct Civil Affairs.
green. Red Move

Red Goals

Improve Tribe J sentiment toward
insurgency.

Separate Tribe J from green.

3. Make tribe O, a green ally, appear
to harm tribe J.

4, Make green appear to harm tribe
J.

Figure 6. The Goals, Doctrinal Moves, and
Evaluation Function (GE and RE) of a Strategic Data
Farming Walkthrough of Nexus Schema Learner

In our scenario, green and red both have their
attention focused on Tribe J's opinion. Tribe J is the
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main tribe from which the insurgency comes. All of
the people of Tribe J think positively of the insurgents
to begin with, even though 60 % of them also have
positive feelings towards the green government. Green
wants to act in the region because its popular support
seems to be slipping.

Our evaluation function is to form a more solid
alliance with one’s group and a more solid opposition
with the opponent. So, Green’s evaluation function is:
GE= ((the ratio of times green’s support node is
lighted in Js brain) + (the ratio of times red’s support
node is lighted in Js brain))/2. Red’s evaluation
function is RE = 1- GE. Raising and lowering of the
evaluation function serves as the decision point.

If you run out the single mind of J in Nexus with
no moves, you will see a tight alliance between tribes J
and D, and the GE is about .28. Let’s say Green’s
CONOPS provides a choice of either performing
positive Civil Affairs actions, or trying to disrupt the
alliance between J and D by causing ethnic tension (for
example, having a J tribe member provoke an attack
by D tribe members, filming it, and broadcasting it to
tribe J members). When both moves are looked at in
isolation, both bring the GE up to 0.5. To differentiate
between the two, green needs to look at the
vulnerabilities its actions may have created for Red
retaliation. Say that the Red CONOPS only includes
making others look bad (for example, by provoking
Green into acts of violence against J, and by inciting
ethnic tensions between J and a Green ally, tribe O). It
so happens that if only the civil affair actions were
performed by green, inciting tension between J and O
has a RE of 0.75, and inciting Green into acts of
violence against J has an RE of 0.5. Thus, since red
would pick inciting tension (because it would cause
more damage), the true value of the civil affairs action
to green is GE = 1 - 0.75 = 0.25. On the other hand, If
green causes ethnic tension first with D and red
retaliates by causing ethnic tension with O, then red
values the result RE = 0.35, and if red retaliates by
inciting acts of violence of green against J, red values
the result RE = 0.65. Thus, in this case, red would
again choose inciting acts of violence of green against
J, the action with the strongest effect. Apparently, if
green incites ethnic tensions first, it is protected from
the effects of red’s doing so later. Accordingly, inciting
ethnic tensions is valued by Green at GE =1 - 0.35 =
0.65. Since 0.65 is greater than the present value of
0.28, it is to Green’s advantage to take this action,
given the CONOPS and goals of both sides.

STRATEGIC DATA FARMING ANALYSIS
OF THE CULTURAL GEOGRAPHY MODEL

Strategic Data Farming was performed on the
Cultural Geography model in Impact Computing’s
open source extensible behavioral ~modeling
framework, XBM. SDF was used to optimize CONOPS
in a simplified scenario of General Flynn’s PAKAF
study. In the simplified scenario, only the effects of
CONOPS on the inherited, achieved, and unemployed
classes of the Helmand province of Afghanistan were
taken into account. The ISAF (International Security
Assistance Force) CONOPS tested was for ISAF forces
to perform acts that displeased the population only
when their popular support exceeded a threshold of
30%, and to pay closer attention to those actions that
made the population feel safe below that threshold.
ISAF would monitor the situation and re-plan at a
decision point threshold of 70%. ISAF simply wanted
to maximize their popular support. CONOPS for the
Taliban differed: the Taliban would attempt to cause
more civilian casualties when ISAF support was below
50%, but concentrate on attacking coalition forces
when ISAF was more popular. The goal of the Taliban
was to minimize ISAF popular support. In this six
month scenario, each side re-planned four times.
Although ISAF had the option to detain civilians
above threshold, and perform presence patrols below
threshold, it chose to engage in Key Leader
Engagements above or below threshold. The Taliban,
starting off with a civilian casualty strategy , chose in
every re-planning case to adapt a strategy to attack
coalition forces head on. In this particular scenario, the
Key Leader Engagement consistently gained
popularity over either detaining civilians or presence
patrols, regardless of Taliban moves. Attacking
coalition forces, on the other hand, made ISAF forces
consistently more unpopular than civilian casulties,
regardless of the ISAF moves, and so the Taliban
consistently chose to attack ISAF head on in this
simplified scenario context. A sample Taliban game
tree appears in Figure 7.
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aliban: 0 44262
1SAF: 0.55737

Taliban: Tal_AttackCoalitionFarce
ISAF: 1SAF_KeyL sader Engagement

aliban: 044262
I8AF: 0.55737

Taliban: Tal_ttackCefitionForce
ISAF: ISAF_Keyk€aderEngagement

Taliban: Tal_Ptack Coalti
1SAF: |SAF_Det

aliban: 0.44262
ISAF: 0.55737

Taliban: Tal_fitackCaalfisnForesl st
SAF: ISAF_Keyl€aderEnga

aliban: 0 44262
ISAF: 055737

Taliban: Tal_fftack Coalitdinfores_/stak o
1SAF: 1SAF _KeyLeader Engaerent A7_[etain Civilan

[Taliban: 0.47810
ISAF: 0.52088

Figure 7. Part of a game tree from the XBM
Extensible Behavioral Modeling Framework’s Strategic
Data Farming Service. The Taliban chooses to Attack
Coalition Forces because it made ISAF less popular
with specific social classes it was interested in.

CONCLUSION

We have shown that strategic data farming is
complementary to analytical data farming and can
further reduce the complexity of the input space, when
the input space is taken to mean those decision-action
parameters that constitute the CONOPS. In particular,
strategic data farming was shown to be useful in
telling which COA would be optimal given that the
other side’s strategy is taken into account in the moves
and counter moves of Irregular Warfare.
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